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Human or AI? Investigating Perceptrons      Josiah Hawkes 2025 

 

Introduction 

Perceptrons have historically been the building block of artificial intelligence (AI) systems. A perceptron mimics 

neurons in the brains of living organisms. This is done by allowing programs to “learn” from its environment, rather 

than have programmed step-by-step instructions for every scenario it may face. This investigation will explore several 

ways to produce perceptrons and will finalise a version with the real-world application of weeding out AI written 

texts from human produced ones. This is growing increasingly necessary as students sometimes claim AI generated 

content as their own work. A system with the ability to differentiate human written work from that generated by AI 

will be especially applicable in schools and higher education systems.   

 

Simple Perceptron Description 

Each perceptron has a certain number of inputs. It will have a certain weight assigned to each of them, sometimes 

along with a bias factor not corresponding to an input. It uses a dot product system to produce an output (called Z) 

from the perceptron. Z then goes through a function, called an activation function, which produces the output of the 

perceptron. One of the simplest activation functions is the Heaviside Step function.  

𝐻(𝑍) = {
0     𝑖𝑓 𝑍 < 0 
1     𝑖𝑓 𝑍 ≥ 0

 

If the input value is negative, then the output will be 0, and if the input is positive, then the output will be 1. This 

binary system simulates a perceptron firing or not firing depending on the input.  

Figure 1 shows a visualization of a simple perceptron (circle) with two inputs and a bias (small squares), along with an 

activation function (rectangle).  

 

Figure 1: An artificial neuron with two weights and a bias. 

The letters w1 and w2 represent the weights while x1 and x2 represent the input data. 𝑏 represents the bias. While 

only two proper inputs have been used in this demonstration, there could be any number of inputs. 

The most capable AI systems, such as ChatGPT, DeepSeek or Gemini use a similar approach but with several key 

differences. These AI systems use a method called multi-layer perceptron’s. These follow a similar pattern to classical 

perceptrons but often add another layer of complexity. One example is the recurrent neural network (RNN) which 

feeds its output back into itself to create a cycle of information.1 This can save space if data needs to go through a 

function many times.1 An RNN will simplify the network and can sometimes require less computing power. Almost all 

perceptron’s in large networks have many inputs.  

Before a perceptron or a neural network can be used, it must be trained. A simple perceptron with two inputs and a 

bias can be modelled in a 2D space. Perceptrons with the Heaviside Step Function have what’s called a decision 

boundary, at which its output would change from 0 to 1. Consider the perceptron from before, with the form         

 
1 (Jaiswal, 2024) 
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𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏. Because of the Heaviside Step Function, if 𝑍 > 0, the perceptron will fire, but if 𝑍 ≤ 0, it will 

not. Because of this, the decision boundary occurs at 𝑍 = 0, or 0 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏. Since there are two variable 

inputs this can be graphed on a 2D Cartesian plane, replacing 𝑥1 with 𝑥 and 𝑥2 with 𝑦. The equation for the decision 

boundary then becomes: 

0 = 𝑤1𝑥 + 𝑤2𝑦 + 𝑏  

∴ 𝑤2𝑦 = 𝑤1𝑥 + 𝑏  

∴ 𝑦 =
𝑤1

𝑤2
𝑥 +

𝑏

𝑤2
  (1) 

This is the general function for the linear line. 𝑦 = 𝑚𝑥 + 𝑐. Let us initialize the weights and bias and train the 

perceptron on a simple dataset. To start with, 𝑤1 = 0.2, 𝑤2 = −0.6, and 𝑏 = 0.2. (2). The following dataset 

will be used to train the perceptron. Note that the data used for training includes a desired output.  

Simple Perceptron Training 

 

Figure 2: Visual example of a simple perceptron. 

When a perceptron is trained on single datapoint, the error is calculated, then each weight and bias is adjusted 

accordingly, following the  following learning rule: 𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥 and 𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦).  

The Greek letter eta (ɳ) refers to the learning rate of the perceptron. The higher the learning rate, the greater the 

change will be to the weight and bias for each datapoint. A higher learning rate will speed up the training process of a 

perceptron but could impact how precise the final wights and bias will be.            

“𝑑” simply refers to the desired output, while “𝑦” represents the number outputted by the perceptron. Put simply, 

the term (𝑑 − 𝑦) refers to the error made by the perceptron, or how far it was from the right answer. Lastly the 

previous term is multiplied by its corresponding input. (In the case of  𝑤1, it is multiplied by 𝑥1, while 𝑤2 is multiplied 

by 𝑥2. This helps to make the changes to the weights more targeted; the weights which had a higher impact on the 

data would be changed more than those that had a smaller impact. If the input was 0, then the corresponding weight 

would have had no impact on the output and would thus not be subjected to any change. Logically this does not 

apply for the bias, which has no corresponding input. 

Putting these parts together, the equation is read as: The weight is changed by the total error multiplied by the 

weights corresponding input multiplied by the learning rate. 

Let us train the perceptron. The learning rate will be 0.1. The first datapoint is enclosed by the input vector ( 2
 0 

) and a 

desired output of 1. (The input represents ( 𝑥1

 𝑥2 ) and is a shorter way of showing the inputs.) Putting this into our 

perceptron gives the following:  

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑍 = (0.2 ∙ 2) + (−0.6 ∙ 0) + 0.2 (2) 
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∴ 𝑍 = 0.6  

Let 𝑦 = 𝑓(𝑍) be the output once it has gone through the Heaviside Step Function. Putting 0.6 through the Heaviside 

Step Function will give an output of 1, since 0.6 > 0. Since this output is equal to our desired output, no changes are 

needed for the weights or bias.  

The next input vector is ( 1
 1 

), with a desired output of 1.  

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑍 = (0.2 ∙ 1) + (−0.6 ∙ 1) + 0.2  

∴ 𝑍 = −0.2   

∴ 𝑦 = 0  ( 𝑓(−0.2) = 0 ) 

This is different from our desired output, so the weights and bias must be recalibrated. Putting our weights and bias 

through the perceptron training function gives the following:  

 

 

 

 

 

With our adjusted weights and bias we now move onto datapoint 3, with input vector (−1
−1

), and desired output 0. 

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑍 = (0.3 ∙ −1) + (−0.5 ∙ −1) + 0.3  

∴ 𝑍 = 0.5   

∴ 𝑦 = 1  ( 𝑓(0.5) = 1 )  

Since 𝑦 ≠ 𝑑, the weights and bias must again be changed. Note that (𝑑 − 𝑦) is now −1, rather than 1.  

 

 

 

 

 

The perceptron has now gone through all the training data, updating its weights and bias as it went. This is called one 

epoch. It will now do another epoch by going through all the available datapoints once again; still updating its 

weights and bias along the way. This is normally done until the perceptron can go through all the datapoints and 

correctly classify them. The number of epochs a perceptron must go through depends heavily on the number of 

datapoints and the learning rate.  

After 3 epochs, the resulting weight vector was This perceptron had to go through 3 epochs until it classified all the 

points correctly as a 1 or a 0. The full working for this can be seen in Appendix A. The final weights (shown as a 

weight vector) were ( 0.5
−0.3

), and the final bias was 0.1.  

 

𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤1𝑛𝑒𝑤
= 𝑤1𝑜𝑙𝑑

+ 0.1(1 − 0)𝑥1  

 ∴ 𝑤1𝑛𝑒𝑤
= 0.2 + 0.1 ∙ 1 

∴ 𝑤1𝑛𝑒𝑤
= 0.3  

 

𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤2𝑛𝑒𝑤
= 𝑤2𝑜𝑙𝑑

+ 0.1(1 − 0)𝑥2  

 ∴ 𝑤2𝑛𝑒𝑤
= −0.6 + 0.1 ∙ 1 

∴ 𝑤1𝑛𝑒𝑤
= −0.5  

 

𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)  

∴ 𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + 0.1(1 − 0)  

 ∴ 𝑏𝑛𝑒𝑤 = 0.2 + 0.1 

∴ 𝑏𝑛𝑒𝑤 = 0.3  

𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤1𝑛𝑒𝑤
= 𝑤1𝑜𝑙𝑑

+ 0.1(0 − 1)𝑥1  

 ∴ 𝑤1𝑛𝑒𝑤
= 0.3 − 0.1 ∙ −1 

∴ 𝑤1𝑛𝑒𝑤
= 0.4  

 

𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤2𝑛𝑒𝑤
= 𝑤2𝑜𝑙𝑑

+ 0.1(0 − 1)𝑥2  

 ∴ 𝑤2𝑛𝑒𝑤
= −0.5 − 0.1 ∙ −1 

∴ 𝑤1𝑛𝑒𝑤
= −0.4  

 

𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)  

∴ 𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + 0.1(0 − 1)  

 ∴ 𝑏𝑛𝑒𝑤 = 0.2 − 0.1 

∴ 𝑏𝑛𝑒𝑤 = 0.2  
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This perceptron is now fully trained on all the available data and is ready to be used. The final weights and bias can 

be put into the equation from earlier (1) to find the decision boundary. This can be graphed on a Cartesian plane  

(see Figure 3) to visualize the decision boundary. Points below the decision boundary will output 0, while points 

above the decision boundary will output 1.  

𝑦 =
𝑤1

𝑤2
𝑥 +

𝑏

𝑤2
  

∴ 𝑦 =
0.5

−0.3
𝑥 +

0.1

−0.3
  

∴ 𝑦 = −
5

3
𝑥 −

1

3
  

 

 

 

 

 

Although this line correctly identifies each of the given points, it does not perfectly match the ideal decision 

boundary. (See Figure 4). This is because three datapoints is a very limited amount of data to train a perceptron on. If 

more datapoints were added, such as ( 0
−2

), then the weights and bias would have more to base themselves upon and 

would give a far more accurate decision boundary. (See Figure 2 with the ideal decision boundary)  

 

Outline of a Perceptron to Analyse Assignments 

The previous perceptron was very simple, as it had only two inputs, making it two dimensional. A perceptron with 

three inputs could be shown similarly, on a 3D Cartesian plane. Perceptrons with four, five and many more inputs 

exist, but cannot easily be shown graphically. 

Now we will make a perceptron to determine whether a text was written by AI or not. High school students have 

been using AI to generate assignments for them at high rates since ChatGPT was first released in November 2022.2 

This can be hard to detect, since humans have made most of the content used to train AI. A perceptron with the 

ability to detect the use of AI in an assignment would be highly useful. 

Research was conducted to determine signs that a text might be written by AI. This included reading articles on the 

topic, as well as firsthand testing by comparing AI generated content to that produced by humans. Some of the signs 

were not useful because they were subjective. i.e. AI is said to use a robotic tone, but this is very subjective. Other 

signs differed between different language models. Despite this, three categories were found that differ largely 

between work written by AI and work written by a human. AI written content was found to have more commas, 

make very few grammatical/spelling errors and include many attributive adjectives. (These being adjectives that 

occur directly preceding a noun.)3  

To properly train this perceptron, constraints on the text will be introduced and a dataset must be prepared. The 

texts must be uniform in length, since the perceptron will work by counting comma, errors and adjectives, which 

would occur more in larger texts regardless of who it was written by. The perceptron will therefore be trained using 

texts consisting of roughly 200 words.  

 

 
2 (Marr, 2023) 
3 (Ryan, 2022) 

Figure 3: The visualisation of the decision boundary. 
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Another step function will be used similar to the Heaviside Step Function, giving an output of ±1 depending on the 

sign of Z. 𝑓(𝑍) ={ 
1      𝑖𝑓 𝑍 ≥ 0

−1      𝑖𝑓 𝑍 < 0
 

Let 𝑥1 be the number of commas, 𝑥2 be the number of errors and 𝑥3 be the number of attributive adjectives used. 

An output of 1 will be considered AI generated and an output of -1 will be considered human written. 

A large datasheet was prepared using content written by AI, and content written by high school students as part of 

their assignments. In order not to limit the sources, multiple AI search engines and multiple students contributed to 

this dataset. There were 34 texts written by AI and 34 written by a human. 

The previous perceptron took a long time to train by hand, so this time a code will be used (C++). This code flows 

similarly to the calculations performed earlier but works much faster. Because of this, a smaller learning rate of 

0.0001 will be used to make the weight and bias updates more precise. This required many epochs; however, the 

computer made this faster. It took 800 epochs in the end to train. The full code can be seen in Appendix B. The final 

weights and bias can be seen below.  Similarly to before, the function can be rearranged to show the decision 

boundary. The green points represent the text written by a human while the red points were texts written by AI.  

 

 

 

 

 

 

Figure 4: 3D plot of the datapoints. 

 

After about 800 epochs, the accuracy stopped increasing. In cases where the accuracy stops increasing, the training 

can be ended.4 In this case the result was very accurate. Of the 68 pieces of training data, only one was misclassified 

after 800 epochs. This text was partly made up of a quote, which was not written by a student. This is likely why it 

was misclassified. This meant that the success rate of this perceptron was 98.5%. The full graph can be seen at 

 
4 (Rosebrock, 2021) 

Weight 1 = 0.0082 

Weight 2 = – 0.039 

Weight 3 = 0.008 

Bias = 0.1233 

 

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑤3𝑥3 + 𝑏𝑖𝑎𝑠  

This is at the decision boundary, so 𝑍 = 0. 

∴ 0.0082𝑥1 − 0.039𝑥2 + 0.008𝑥3 − 0.1233 = 0 

∴ 𝑦 =
0.0082

0.039
𝑥 +

0.008

0.039
𝑧 −

0.1233

0.039
           (If graphed.) 
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https://www.desmos.com/3d/a23czi3bbj. This perceptron is now ready to be used to detect real use of AI in high 

school assignments.  

Extending the Perceptron  

This perceptron was only trained on 200-word long pieces of data, meaning it cannot be trusted with an essay with a 

different word count. The perceptron would be more useful and more widely applicable if it could be used to check 

essays of variable length. A 400-word essay would logically have about twice as many commas, errors and adjectives 

as a 200-word essay. Because of this, each weight needs to be decreased by a scale factor of the words divided by 

200; in other words, increased by a scale factor of 
200

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑤𝑜𝑟𝑑𝑠
. If there are 400 words, then the weights are 

decreased by a scale factor 2. Let the number of words in the text be 𝑎. This means that 𝑎 is a constant positive 

integer.  

∴ 𝑍 =
200

𝑎
0.0082𝑥 −

200

𝑎
0.039𝑦 +

200

𝑎
0.008𝑧 − 0.1233  

∴ 𝑍 =
1.64

𝑎
𝑥 −

7.8

𝑎
𝑦 +

1.6

𝑎
𝑧 − 0.1233  

∴ 𝑎𝑍 = 1.64𝑥 − 7.8𝑦 + 1.6𝑧 − 0.1233𝑎  

Thus, the decision boundary becomes: 

∴ 0 =
1.64

𝑎
𝑥 −

7.8

𝑎
𝑦 +

1.6

𝑎
𝑧 − 0.1233  

∴ 1.64𝑥 − 7.8𝑦 + 1.6𝑧 = 0.1233𝑎  

Our weights will soon have to be retrained because of these changes. Two things have now happened. The bias has 

become another weight (bias now equals 𝑤4), with 𝑎 being its corresponding input. (Let 𝑎 now equal 𝑥4). There is 

also an additional hidden layer to the perceptron. We will let 𝑍 = 1.64𝑥 − 7.8𝑦 + 1.6𝑧 − 0.1233𝑎, and  

1.64𝑥−7.8𝑦+1.6𝑧−0.1233𝑎

𝑎
  (which is equivalent to  

𝑍

𝑎
)  

be denoted by 𝑃 because of the additional hidden layer. Thus, the perceptron is now: 

 𝑍 = 1.64𝑥1 − 7.8𝑥2 + 1.6𝑥3 − 0.1233𝑥4   and   𝑃 =
𝑍

𝑥4
,        𝑓(𝑃) ={ 

1      𝑖𝑓 𝑃 ≥ 0
−1      𝑖𝑓 𝑃 < 0

 

 

Extending the Perceptron Further 

This perceptron can now determine with a high degree of accuracy whether an assignment was written by AI.  

What would be more useful, however, is if the output gave the likelihood that the text was written by AI. This would 

require a continuous function, such as the sigmoid function, rather than a step function. To achieve this, the 

perceptron will have to be retrained. An output of 1 will signify that the text was written by AI, while an output of 0 

will signify that it was written by a human and an output of 0.5 would signify a 50% chance that it was AI generated.  

Another 34 datapoints will be added to the datasheet with ideal outputs between 0 and 1. This will be done by using 

text that was partly generated by AI and partly written by a human.  

The sigmoid function is a continuous activation function. Instead of having a sudden decision boundary, with differing 

results on either side, a continuous function has a gradual transition with infinite possible outputs. Like with 

continuous data, these get infinitely small. A continuous function can be derived. The sigmoid function is a 

continuous function which gives a result strictly between 0 and 1. Rather than being linear though, it has an S-shaped 

curve.  

https://www.desmos.com/3d/a23czi3bbj
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Figure 5: Graph of the sigmoid function 

A graph of the sigmoid function can be seen in Figure 5. As is visible, it has horizontal asymptotes at 0 and 1. 

Our new perceptron will be implemented in a new C++ code. Before the training begins though, we can introduce a 

new training method to make it more efficient. This is called gradient descent; and it will be applied using the 

concept known as backpropagation. 

Gradient descent utilizes the chain rule and the rules of partial derivatives to make the perceptron better at updating 

weights and bias. If it can be found exactly how much each weight contributed to the error, then the changes in each 

weight can be made to reflect that. For example, if weight 1 had minimal impact on the final error, then it would 

require less of a change than some of the other weights. Recall that our perceptron is defined by the following: 

 

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑤3𝑥3 + 𝑤4𝑥4  and   𝑃 =
𝑍

𝑥4
,           𝑓(𝑃) =  

1

1+𝑒− 𝑃  

 

In the previous example, our error function was simply (target – output). This will not work for a process using 

backpropagation, since the target value, as a constant, would disappear from the gradient in the differentiation 

process. To solve this, a new error function will be used. The mean squared error function is very similar to the one 

before but is instead defined by 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 − 𝑜𝑢𝑡𝑝𝑢𝑡)2. This error function is additionally useful in that it adjusts 

the weights more heavily for outlying data, due to the exponent. Thus, the error function, or the equation used to 

calculate the error, is defined by the following:  

𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 − 𝑜𝑢𝑡𝑝𝑢𝑡)2  

∴ 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 −  

1

1+𝑒−𝑃)2  

∴ 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 −  

1

1+𝑒
−

𝑍
𝑥4

)2  

∴ 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 −  

1

1+𝑒
−

𝑤1𝑥1+𝑤2𝑥2+𝑤3𝑥3+𝑤4𝑥4
𝑥4

)2  

This equation has many parts and many variables. Partial derivatives can be used in equations with multiple 

variables, such as the one above, to find how much each variable contributed to the error. The partial derivative of E 

with respect to 𝑤1 is denoted by 

 
𝜕𝐸

𝜕𝑤1
.  

It is calculated by treating 𝑥1 as the only variable. The other variables are treated as constants. The chain rule makes 

it simpler to find the partial derivative of 𝐸 with regard to 𝑥. Recall that according to the chain rule, if 𝑦 =

𝑓 𝑜 𝑔(𝑥),   
𝑑𝑦

𝑑𝑥
= 𝑓′(𝑔(𝑥)) ∗ 𝑔′(𝑥). The error function can likewise be divided into multiple functions of its own. Then 

the partial derivative with regard to each weight will be calculated individually.  

𝜎(𝑥) =  
1

1 + 𝑒−𝑥
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The chain rule can be applied to many functions within each other.  

If 𝑦 = 𝑓 𝑜 𝑔 𝑜 ℎ (𝑥),   
𝑑𝑦

𝑑𝑥
= 𝑓′(𝑔 𝑜 ℎ (𝑥)) ∙ (𝑔 𝑜 ℎ)′(𝑥) 

∴
𝑑𝑦

𝑑𝑥
= 𝑓′(𝑔 𝑜 ℎ (𝑥)) ∙ 𝑔(ℎ(𝑥)) ∙  ℎ′(𝑥)  

In our perceptron, the equation for error can be broken into parts. Recall that 𝑌 represents the total output and 𝑃 

represents 

 
𝑍

𝑥4
 

Once it is broken into many functions, the chain rule can be utilized.  

𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 −  

1

1+𝑒
−

𝑤1𝑥1+𝑤2𝑥2+𝑤3𝑥3+𝑤4𝑥4
𝑥4

)2  

∴ 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 −  𝑌)2        and       𝑌 =

1

1+𝑒−𝑃       and       𝑃 =
𝑍

𝑥4
       and       𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑤3𝑥3 + 𝑤4𝑥4 

∴
𝜕𝐸

𝜕𝑤1
=

𝜕𝐸

𝜕𝑌
∙

𝜕𝑌

𝜕𝑃
∙

𝜕𝑃

𝜕𝑍
∙

𝜕𝑍

𝜕𝑤1
     (As per the chain rule.) 

All these partial derivatives can then be calculated.  

 𝐸 =
1

2
(𝑡𝑎𝑟𝑔𝑒𝑡 − 𝑌)2  

∴
𝜕𝐸

𝜕𝑌
=

1

2
∙ 2 ∙ −1(𝑡𝑎𝑟𝑔𝑒𝑡 − 𝑌)  

∴
𝜕𝐸

𝜕𝑌
= −(𝑡𝑎𝑟𝑔𝑒𝑡 − 𝑌)  

 

𝑌 =
1

1+𝑒−𝑃  

∴
𝜕𝑌

𝜕𝑃
= 

(0 ∙(1+𝑒−𝑃))−(1 ∙ −𝑒−𝑃)

(1+𝑒−𝑃)2  (As per the quotient rule.) 

∴
𝜕𝑌

𝜕𝑃
= 

𝑒−𝑃

(1+𝑒−𝑃)2 

∴
𝜕𝑌

𝜕𝑃
= 

(1+𝑒−𝑃)−1

(1+𝑒−𝑃)2  

∴
𝜕𝑌

𝜕𝑃
= 

(1+𝑒−𝑃)

(1+𝑒−𝑃)2 −
1

(1+𝑒−𝑃)2 

∴
𝜕𝑌

𝜕𝑃
= 

1

1+𝑒−𝑃 −
1

(1+𝑒−𝑃)2  

∴
𝜕𝑌

𝜕𝑃
= 

1

1+𝑒−𝑃 (1 −
1

1+𝑒−𝑃)  (This is equivalent to 𝜎(𝑃)(1 − 𝜎(𝑃)) 

 

𝑃 =
𝑍

𝑥4
  

∴
𝜕𝑃

𝜕𝑍
=

1

𝑥4
   

 

𝑍 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑤3𝑥3 + 𝑤4𝑥4  
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∴
𝜕𝑍

𝜕𝑤1
= 𝑥1 

 

Once these are multiplied (as per the chain rule), it can be found that  
𝜕𝐸

𝜕𝑤1
= − 

(𝑡𝑎𝑟𝑔𝑒𝑡−𝑌)𝜎(𝑃)(1−𝜎(𝑃))𝑥1

𝑥4
. A similar 

process is used to find 
𝜕𝐸

𝜕𝑤2
, 

𝜕𝐸

𝜕𝑤3
 and 

𝜕𝐸

𝜕𝑤4
.  

Thus, the new perceptron learning rule is:   𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ ∙  
(𝑡𝑎𝑟𝑔𝑒𝑡−𝑌)(𝑌)(1−𝑌)𝑥

𝑥4
. Note that 𝑥 represents the 

corresponding input to the weight.  

This perceptron is far more flexible than the previous one. To reflect this, a new training act was prepared. It had 

more tests for the perceptron to train on, each with a variable word limit between 93 and 337. These were all 

partially written by AI and partially by a human. The new functions and learning process were added, then the 

perceptron was trained, with the weights all initialised at 0. The full code can be seen in Appendix C. 

After 25,000 epochs at a learning rate of 0.5, the perceptron had a weight vector of (

34.18
−72.19
48.33
−3.32

). 

It had an average variance of 0.16 in the end. This means that the perceptron missed its mark by an average 16 

percentage points each time. This is not perfect, but considering how much variation there is between texts, even 

between texts from the same source, it is a great result.  

 

Analysis 

The initial perceptron was effective but very simple. It was trained on very little data, which limited its ability to be 

applied for real world problems. The second perceptron was a big step up. It was trained on more data, and had a 

great success rate of 98.5%, as seen in Figure 4. This figure showed a 3D model of the datapoints it was trained on, 

and the grey plane showed a clear decision boundary. That kind of 3D modelling was an effective way to show the 

functionality of a 3-input perceptron in a visual way.  

A wider range of sources for the human produced texts would also have been of benefit. While examples of multiple 

high school students work were included, these all came from the same school. It may be possible that other schools 

would teach literature in different ways, meaning the perceptron might be more likely to misclassify data from 

another school. The perceptron also does not account for the fact that future AI models may write differently. There 

is no way to control this at the current time, however an updated version might be needed as Generative AI 

continues to evolve. 

Despite these limitations, the perceptron works very effectively. It demonstrates AI learning techniques and has a 

clear and highly useful application. This report looked at several activation functions, and loss functions, as well as 

highlighting many of the complexities within the training process of an AI model. It also demonstrated the rules of 

backpropagation and gradient descent within the framework of rule-based learning and weight correction. It’s clear 

that perceptron and wider artificial neural networks are highly applicable for real world problems.  

 

Conclusion 

This report explored many aspects of perceptrons, including several loss functions, and activation functions. Gradient 

based learning was also used to streamline the learning process after the inclusion of a second hidden layer. The 

perceptron constructed during this report can now analyse texts and determine, with high accuracy, the likelihood 

that it was plagiarised using Artificial Intelligence. It’s clear that peceptrons are highly applicable in the modern 
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world, and even an independent perceptron on its own, such as the ones created in this investigation, can do tasks 

that would be difficult for a human.  
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Appendix A: Calculations for the First Perceptron 
 

Epoch 2: 

Input vector = ( 2
 0 

), desired output = 1. Currently, 𝑤1 = 0.4, 𝑤2 = −0.4, 𝑏 = 0.2. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.4 ∗ 2) + (−0.4 ∗ 0) + 0.2  

∴ 𝑧 = 1   

∴ 𝑦 = 1  ( 𝑓(1) = 1 )   No change needed 

 

Input vector = ( 1
 1 

), desired output = 1. Currently, 𝑤1 = 0.4, 𝑤2 = −0.4, 𝑏 = 0.2. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.4 ∗ 1) + (−0.4 ∗ 1) + 0.2  

∴ 𝑧 = 0.2  

∴ 𝑦 = 1  ( 𝑓(0.2) = 1 )   No change needed 

 

Input vector = (−1
−1 

), desired output = 0. Currently, 𝑤1 = 0.4, 𝑤2 = −0.4, 𝑏 = 0.2. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.4 ∗ −1) + (−0.4 ∗ −1) + 0.2  

∴ 𝑧 = 0.2  

∴ 𝑦 = 1  ( 𝑓(0.2) = 1 )   Change is needed 

 𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤1𝑛𝑒𝑤
= 𝑤1𝑜𝑙𝑑

+ 0.1(0 − 1)𝑥1  

 ∴ 𝑤1𝑛𝑒𝑤
= 0.4 − 0.1 ∗ −1 

∴ 𝑤1𝑛𝑒𝑤
= 0.5  

𝑤𝑛𝑒𝑤 = 𝑤𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)𝑥  

∴ 𝑤2𝑛𝑒𝑤
= 𝑤2𝑜𝑙𝑑

+ 0.1(0 − 1)𝑥2  

 ∴ 𝑤2𝑛𝑒𝑤
= −0.4 − 0.1 ∗ −1 

∴ 𝑤1𝑛𝑒𝑤
= −0.3  

𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + ɳ(𝑑 − 𝑦)  

∴ 𝑏𝑛𝑒𝑤 = 𝑏𝑜𝑙𝑑 + 0.1(0 − 1)  

 ∴ 𝑏𝑛𝑒𝑤 = 0.2 − 0.1 

∴ 𝑏𝑛𝑒𝑤 = 0.1  
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Epoch 3: 

Input vector = ( 2
 0 

), desired output = 1. Currently, 𝑤1 = 0.5, 𝑤2 = −0.3, 𝑏 = 0.1. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.5 ∗ 2) + (−0.3 ∗ 0) + 0.1  

∴ 𝑧 = 1.1   

∴ 𝑦 = 1  ( 𝑓(1.1) = 1 )   No change needed 

Input vector = ( 1
 1 

), desired output = 1. Currently, 𝑤1 = 0.5, 𝑤2 = −0.3, 𝑏 = 0.1. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.5 ∗ 1) + (−0.3 ∗ 1) + 0.1  

∴ 𝑧 = 0.2  

∴ 𝑦 = 1  ( 𝑓(0.2) = 1 )   No change needed 

 

Input vector = (−1
−1 

), desired output = 0. Currently, 𝑤1 = 0.5, 𝑤2 = −0.3, 𝑏 = 0.1. 

𝑧 = 𝑤1𝑥1 + 𝑤2𝑥2 + 𝑏  

∴ 𝑧 = (0.5 ∗ −1) + (−0.3 ∗ −1) + 0.1  

∴ 𝑧 = −0.1  

∴ 𝑦 = 0  ( 𝑓(−0.1) = 0 )  No change needed 

 

Appendix B: Code for the Either/Or Classification Perceptron 
 

float learningRate = 0.0001; 

float epochs = 800; 

float error = 0; 

int counter = 0; 

float Y = 0; 

 

//Initialize weights and bias 

float weight1 = 0; 

float weight2 = 0; 

float weight3 = 0; 

float bias = 0;  

 

float trainingData[68][4] = { 
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  {4, 2, 8, -1}, //1 

  {22, 1, 15, 1}, //2 

  {12, 3, 4, -1}, //3 

  {30, 1, 9, 1}, //4 

  {5, 1, 3, -1}, //5 

  {11, 0, 18, 1}, //6 

  {5, 0, 2, -1}, //7 

  {20, 0, 13, 1}, //8 

  {1, 3, 2, -1}, //9 

  {22, 0, 11, 1}, //10 

  {8, 1, 2, -1}, //11 

  {17, 0, 11, 1}, //12 

  {7, 0, 2, -1}, //13 

  {17, 1, 12, 1}, //14 

  {8, 1, 1, -1}, //15 

  {17, 1, 16, 1}, //16 

  {8, 1, 2, -1}, //17 

  {21, 0, 6, 1}, //18 

  {9, 0, 1, -1}, //19 

  {28, 0, 3, 1}, //20 

  {3, 2, 5, -1}, //21 

  {19, 0, 6, 1}, //22 

  {5, 3, 2, -1}, //23 

  {24, 0, 6, 1}, //24 

  {4, 1, 3, -1}, //25 

  {19, 0, 12, 1}, //26 

  {3, 4, 7, -1}, //27 

  {24, 1, 17, 1}, //28 

  {6, 3, 1, -1}, //29    

  {14, 0, 8, 1}, //30 

  {10, 0, 9, -1}, //31 

  {18, 1, 15, 1}, //32 

  {5, 4, 4, -1}, //33 

  {10, 0, 20, 1}, //34 

  {4, 3, 5, -1}, //35 

  {14, 0, 6, 1}, //36 

  {6, 2, 4, -1}, //37 

  {12, 0, 7, 1}, //38 

  {5, 0, 7, -1}, //39 

  {14, 0, 6, 1}, //40 

  {9, 0, 2, -1}, //41 

  {13, 1, 11, 1}, //42 

  {10, 7, 4, -1}, //43 

  {13, 1, 9, 1}, //44 

  {18, 7, 0, -1}, //45 

  {8, 0, 12, 1}, //46 

  {21, 5, 2, -1}, //47 

  {16, 0, 5, 1}, //48 

  {16, 6, 7, -1}, //49 

  {34, 0, 6, 1}, //50 

  {23, 4, 5, -1}, //51 

  {23, 0, 4, 1}, //52 
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  {26, 3, 0, -1}, //53 

  {28, 0, 19, 1}, //54 

  {15, 1, 4, -1}, //55 

  {26, 0, 22, 1}, //56 

  {12, 1, 3, -1}, //57 

  {23, 0, 7, 1}, //58 

  {7, 0, 8, -1}, //59 

  {26, 0, 11, 1}, //60 

  {6, 1, 5, -1}, //61 

  {26, 0, 13, 1}, //62 

  {6, 0, 3, -1}, //63 

  {18, 0, 13, 1}, //64 

  {4, 2, 7, -1}, //65 

  {18, 0, 13, 1}, //66 

  {9, 4, 2, -1}, //67 

  {15, 1, 11, 1} //68 

 

}; 

 

void setup() { 

Serial.begin(9600); 

delay(3000); 

 

  for (int epoch = 0; epoch < epochs; epoch++) { 

    for (int i = 0; i < 68; i++) { 

       

      // Inputs and target output 

      int x1 = trainingData[i][0]; 

      int x2 = trainingData[i][1]; 

      int x3 = trainingData[i][2]; 

      int target = trainingData[i][3]; 

 

      //Process functions 

      float Z = (weight1 * x1) + (weight2 * x2) + (weight3 * x3) + bias; 

 

      //Activation function 

      if(Z < 0)  { 

        Y = -1; 

      } 

 

      if(Z >= 0) { 

        Y = 1; 

      } 

 

      //Error Calculations 

      error = target - Y; 

      weight1 += learningRate * error * x1; 

      weight2 += learningRate * error * x2; 

      weight3 += learningRate * error * x3; 

      bias += learningRate * error; 

      if(Y != target) { 

        error_counter += 1; 
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      } 

    } 

   error_counter = 0; 

  } 

 

for (int i = 0; i < 68; i++) { 

       

      //Inputs and target output 

      int x1 = trainingData[i][0]; 

      int x2 = trainingData[i][1]; 

      int x3 = trainingData[i][2]; 

      int target = trainingData[i][3]; 

 

      //Process functions 

      float Z = (weight1 * x1) + (weight2 * x2) + (weight3 * x3) + bias; 

 

      //Activation function 

      if(Z < 0)  { 

        Y = -1; 

      } 

 

      if(Z > 0) { 

        Y = 1; 

      } 

       

      //Error calculation 

      error = target - Y; 

      if(Y != target) { 

      error_counter += 1; 

      } 

    } 

 

    //Prints results 

Serial.println(","); 

Serial.print(weight1 * 1000); 

Serial.print(", "); 

Serial.print(weight2 * 1000); 

Serial.print(", "); 

Serial.print(weight3 * 1000); 

Serial.print(", "); 

Serial.print(bias * 1000); 

Serial.print(",    "); 

Serial.print(error_counter); 

} 

 

void loop() { 

 

} 
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Appendix C: Code for the Likelihood Classification Perceptron 
 

float learningRate = 0.5; 

float epochs = 25000; 

float Z = 0; 

float P = 0; 

float Y = 0; 

float error = 0; 

float counter = 0; 

float total = 0; 

 

float G1 = 0; 

float G2 = 0; 

float G3 = 0; 

float G4 = 0; 

 

//Initializing weights 

float weight1 = 0; //32.48 

float weight2 = 0; //-67.86 

float weight3 = 0; //50.98 

float weight4 = 0; //-3.32 

 

float trainingData[82][5] = { 

  {4, 2, 8, 200, 0}, //1 

  {9, 0, 10, 200, 0.5}, //2 

  {22, 1, 15, 200, 1}, //3 

  {12, 3, 4, 200, 0}, //4 

  {29, 3, 5, 200, 0.5}, //5 

  {30, 1, 9, 200, 1}, //6 

  {5, 1, 3, 200, 0}, //7 

  {8, 0, 8, 200, 0.5}, //8 

  {11, 0, 18, 200, 1}, //9 

  {5, 0, 2, 200, 0}, //10 

  {15, 0, 9, 200, 0.5}, //11 

  {20, 0, 13, 200, 1}, //12 

  {1, 3, 2, 200, 0}, //13 

  {14, 1, 6, 200, 0.5}, //14 

  {22, 0, 11, 200, 1}, //15 

  {8, 1, 2, 200, 0}, //16 
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  {13, 0, 7, 200, 0.5}, //17 

  {17, 0, 11, 200, 1}, //18 

  {7, 0, 2, 200, 0}, //19 

  {12, 1, 5, 200, 0.5}, //20 

  {17, 1, 12, 200, 1}, //21 

  {8, 1, 1, 200, 0}, //22 

  {14, 1, 6, 200, 0.5}, //23 

  {17, 1, 16, 200, 1}, //24 

  {8, 1, 2, 200, 0}, //25 

  {16, 1, 7, 200, 0.5}, //26 

  {21, 0, 6, 200, 1}, //27 

  {9, 0, 1, 200, 0}, //28 

  {17, 0, 3, 200, 0.5}, //29 

  {28, 0, 3, 200, 1}, //30 

  {3, 2, 5, 200, 0}, //31 

  {9, 2, 7, 200, 0.5}, //32 

  {19, 0, 6, 200, 1}, //33 

  {5, 3, 2, 200, 0}, //34 

  {14, 3, 3, 200, 0.5}, //35 

  {24, 0, 6, 200, 1}, //36 

  {4, 1, 3, 200, 0}, //37 

  {15, 0, 9, 200, 0.5}, //38 

  {19, 0, 12, 200, 1}, //39 

  {3, 4, 7, 200, 0}, //40 

  {16, 2, 10, 200, 0.5}, //41 

  {24, 1, 17, 200, 1}, //42 

  {6, 3, 1, 200, 0}, //43 

  {8, 2, 6, 200, 0.5}, //44       

  {14, 0, 8, 200, 1}, //45 

  {10, 0, 9, 200, 0}, //46 

  {15, 1, 9, 200, 0.5}, //47 

  {18, 1, 15, 200, 1}, //48 

  {5, 4, 4, 200, 0}, //49 

  {9, 0, 12, 200, 0.5}, //50 

  {10, 0, 20, 200, 1}, //51 

  {4, 3, 5, 200, 0}, //52 

  {12, 3, 6, 200, 0.5}, //53 

  {14, 0, 6, 200, 1},  //54 

  {6, 2, 4, 200, 0}, //55 

  {8, 0, 7, 200, 0.5},  //56 

  {12, 0, 7, 200, 1}, //57 

  {5, 0, 7, 200, 0}, //58 

  {9, 0, 5, 200, 0.5},  //59 

  {14, 0, 6, 200, 1}, //60 

  {9, 0, 2, 200, 0}, //61 

  {14, 1, 6, 200, 0.5},  //62 

  {13, 1, 11, 200, 1}, //63 

  {10, 7, 4, 200, 0}, //64 

  {9, 1, 10, 200, 0.5}, //65 

  {13, 1, 9, 200, 1}, //66 

  {18, 7, 0, 200, 0}, //67 

  {3, 0, 8, 200, 0.5},  //68 
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  {8, 0, 12, 200, 1}, //69 

  {21, 5, 2, 200, 0}, //70 

  {9, 0, 4, 200, 0.5},  //71 

  {16, 0, 5, 200, 1}, //72 

  {36, 3, 10, 337, 0.37},  //73 

  {13, 0, 8, 164, 0.48},  //74 

  {10, 0, 3, 207, 0.25},  //75 

  {18, 1, 10, 192, 0.59},  //76 

  {17, 0, 12, 210, 0.80},  //77 

  {12, 2, 2, 163, 0.23},  //78 

  {15, 0, 20, 216, 0.69},  //79 

  {16, 0, 6, 130, 0.85},  //80 

  {8, 2, 2, 93, 0.39},  //81 

  {29, 1, 28, 272, 0.79}  //82 

 

}; 

 

void setup() { 

Serial.begin(9600); 

delay(3000); 

 

  for (int epoch = 0; epoch < epochs; epoch++) { 

 

    for (int i = 0; i < 82; i++) { 

 

      // Inputs and target output 

      int x1 = trainingData[i][0]; 

      int x2 = trainingData[i][1]; 

      int x3 = trainingData[i][2]; 

      int x4 = trainingData[1][3]; 

      float target = trainingData[i][4]; 

 

      // Process functions 

      Z = (weight1 * x1) + (weight2 * x2) + (weight3 * x3) + (weight4 * x4); 

      P = (Z / x4); 

      Y = sigmoid(P); 

      error = 0.5 * (target - Y) * (target - Y); 

 

      //Calculate gradients 

      G1 = (((target - Y) * (Y * (1 - Y) * x1)) / x4); 

      G2 = (((target - Y) * (Y * (1 - Y) * x2)) / x4); 

      G3 = (((target - Y) * (Y * (1 - Y) * x3)) / x4); 

      G4 = (((target - Y) * (Y * (1 - Y) * x4)) / x4); 

 

      //Adjust weights 

      weight1 += learningRate * G1; 

      weight2 += learningRate * G2; 

      weight3 += learningRate * G3; 

      weight4 += learningRate * G4; 

    } 

  } 

total = 0; 
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delay(1000); 

 

for (int i = 0; i < 82; i++) { 

       

      // Inputs and target output 

      int x1 = trainingData[i][0]; 

      int x2 = trainingData[i][1]; 

      int x3 = trainingData[i][2]; 

      int x4 = trainingData[i][3]; 

      float target = trainingData[i][4]; 

 

      // Process functions 

      Z = (weight1 * x1) + (weight2 * x2) + (weight3 * x3) + (weight4 * x4); 

      P = (Z / x4); 

      Y = sigmoid(P); 

      error = 0.5 * (target - Y) * (target - Y); 

 

      total += Y; 

      counter += abs(target - Y); 

 

  Serial.println("----------------"); 

  Serial.print(i + 1); 

  Serial.print(", "); 

  Serial.print(Y); 

  Serial.print(", "); 

  Serial.print(target); 

 

    } 

  Serial.println("--------------------------"); 

  Serial.print(weight1); 

  Serial.print(", "); 

  Serial.print(weight2); 

  Serial.print(", "); 

  Serial.print(weight3); 

  Serial.print(", "); 

  Serial.print(weight4); 

  Serial.print(",      "); 

  Serial.print(counter / 82); 

  Serial.print(", "); 

  Serial.print(total); 

} 

 

void loop() { 

 

} 

 

float sigmoid( float j) { 

return (1 / (1 + exp(-j))); 

} 
 


